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Abstract—Agents may cooperate by communicating their
opinions about various phenomena. These opinions are then
fused by agents and used for informed decision-making. However,
fusing opinions from diverse sources is not trivial – especially in
open multiagent systems – where it is not possible to ensure that
the sources are honest and their opinions are not misleading.
In this paper, we propose a novel approach that exploits consis-
tencies and conflicts between personal observations and shared
information to derive trust evidence for information sources.
Based on the derived evidence, we describe how opinions from
diverse sources can be fused. We have evaluated our approach
for trust estimation and opinion fusion using a service selection
scenario. Through extensive simulations, we have shown that
our approach significantly outperforms the existing trust-based
information fusion approaches.

I. INTRODUCTION

Information is a critical component – if not the most
important component – in the decision-making process. In
Multiagent Systems, agents cooperate by exchanging infor-
mation to make informed decisions. For example, in open e-
marketplaces, agents share information such as ratings [1] or
referrals [13] about service providers or sellers. However, some
of the malicious agents may share misleading information to
maximize their utility. These malicious agents may cooperate
with specific sellers to promote those sellers or to defame their
rivals in the marketplace. Therefore, modeling trustworthiness
of agents as information sources becomes a necessity so that
these trust models can be used by agents while combining
third party information about service providers or sellers in
e-marketplaces.

In a more general information fusion scenario, agents
may collect information from diverse sources such as gov-
ernment data-bases, crowd-sourced information, reports from
non-governmental organizations, and so forth. For example,
in an emergency response scenario, information about disas-
ters are crowd-sourced from people or agents with different
attributes. The collected information is then fused and used
for early detection of events or evolving situations, which
allows for responding at early stages to reduce the losses.
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However, some sources may report misleading information
that may significantly reduce the usefulness of the whole
system. Thus, trustworthiness of sources should be taken into
account while fusing information, especially in crowd-sourcing
applications [10].

In this paper, we propose a novel approach that exploits
conflicts and consistencies between personal observations and
information communicated by information sources to derive
trust evidence for them. The derived trust evidence is then used
to model the trustworthiness of information sources. The trust
models of the sources are used for filtering unreliable informa-
tion and fusing the information based on the trustworthiness
of information sources. In this work, we envision a multi-
agent system where agents serve as information sources and
communicate probabilistic, vague, and incomplete information.
For instance, when queried about the state of a road, an
agent may respond “there probably has been an explosion
on the road, but I am not 100% sure”. The representation
and interpretation of such uncertain information is not trivial.
Subjective Logic provides a principled way to represent and
interpret such uncertain information through beta (or Dirichlet)
distributions [3]. We therefore use Subjective Logic as a means
to augment the information communicated by agents in this
work. We compare our approach with a variety of existing ap-
proaches from trust and information fusion literature. We show
that our approach significantly outperforms these approaches,
especially in the face of liars.

The remainder of the paper is structured as follows. We
begin by introducing subjective opinions in Section II. In
Section III, we describe our approach – TED – for trust
evidence derivation and trust-based information fusion. We
evaluate our approach in Section IV, and discuss it with respect
to the existing literature in Section V. Finally, we conclude our
paper and draw future research directions in Section VI.

II. SUBJECTIVE LOGIC

Let us assume a proposition such as villagers will help
you if you ask occurs with probability p. Observations, e.g.,
the helpfulness (or not) of the villagers, over time lead to the
subjective opinion about the proposition. A binomial opinion
about the truth of a proposition can be represented as the
tuple (b, d, u), where b is the belief that the proposition is
true, d is the disbelief in proposition, and u is the uncertainty
associated with the proposition such that b+ d+ u = 1.0 and
b, d, u ∈ [0, 1]. In Subjective Logic, an opinion characterizes
uncertainty about the truthfulness of a proposition by means
of a beta distribution. Specifically, the opinions are formed
on the basis of positive and negative evidence associated



with propositions. Let r and s be the number of positive
and negative evidence (i.e., equivalently weighted pieces of
evidence) about a proposition, respectively. Then, b, d, and u
are computed using a function op as

op(r, s) = (b, d, u), (1)

=

(

r

r + s+W
,

s

r + s+W
,

W

r + s+W

)

,

where W is the prior strength that controls how quickly
evidence overcomes the baseline probability. In this paper,
W = 2, which is the typical value used in the literature. There
is a bijection between the opinion (b, d, u) and associated evi-
dence (r, s). Given an opinion, positive and negative evidence
are computed as

r =
2b

u
and s =

2d

u
. (2)

Let b(w), d(w), and u(w) be functions returning the belief,
disbelief, and uncertainty in an opinion w. Similarly, let r(w)
and s(w) be functions that map w to positive and negative
evidence (i.e., r and s), respectively, based on (2). Each
opinion is associated with a base rate a ∈ [0, 1], which is
the a priori probability in the absence of evidence. The default
value of a is typically chosen to be 0.5 [3]. Using the base
rate, the opinion’s probability expectation value is computed
utilizing

E(w, a) = b(w) + au(w) =
r(w) + 2a

r(w) + s(w) + 2
. (3)

Modeling trust based on subjective opinions allows us to
exploit secondary probabilities. A binary opinion calculated
based on evidence (r, s) actually corresponds to a beta prob-
ability distribution function [5] with parameters (r+1, s+1)
for the probability p that a proposition will exhibit positive
evidence. Figure 1 shows how the beta distributions are shaped
based on the amount of evidence. The expectation value of the
distribution is computed utilizing (3).
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Fig. 1. Beta probability density functions for different amounts of evidence.

In Subjective Logic, source i’s opinion about a proposition
is designated by wi

x = (bix, d
i
x, u

i
x), where x denotes the

proposition in concern. Let us assume that an agent j wants to
utilize the opinion of source i. However, agent j could have a
view of the reliability or competence of i with respect to the
proposition x. Thus, the opinion of i may not be directly used
by agent j. Shafer [8] and Jøsang [3] proposed a discounting
operator⊗ to normalize the belief and disbelief in wj

x based on

the degree of trust tji that j has of i. The discounted opinion,
wj:i

x , is computed as

wj:i
x = wi

x ⊗ tji = (bixt
j
i , d

i
xt

j
i , 1− (bixt

j
i + dixt

j
i )). (4)

In this paper, we sometimes omit the subscript or superscript
in notation if it does not lead to any confusion.

In sensing applications, an information consumer may
receive many different opinions from diverse sources with dif-
ferent reliabilities. The opinions are then fused by consumers
to draw conclusions to make informed decisions. There are
a number of fusion operators that an information consumer
may use to achieve the intended effect. A lengthy discussion
on these operators are out of the scope of this paper, but a
more detailed discussion of these operators can be found in [3],
[12]. In this paper, we use cumulative fusion operator (⊕) of
Subjective Logic to fuse opinions. This operator first converts
opinions to corresponding positive and negative evidence (i.e.,
r and s) utilizing (2); it then aggregates the corresponding
positive and negative evidence; lastly, utilizing (1), it generates
the fused opinion from the aggregated evidence. The opinion
set {w0

y, . . . , w
n
y } is then fused as:

⊕(w0
y , . . . , w

n
y ) = op

(

n
∑

i=0

r(wi
y),

n
∑

i=0

s(wi
y)

)

, (5)

where op(r, s), r(w), and s(w), are the functions defined in (1)
and (2).

Whilst fusing the opinions, it is important to note that
some of the malicious information sources may provide mis-
leading opinions. The information consumer should discount
these opinions based on the trustworthiness of the respective
sources and then fuse these discounted opinions using a fusion
operator. Using the fusion and discounting operators, an agent
j can fuse information based on the trustworthiness of the
sources as

fusej(w
i0
y , ..., win

y ) = ⊕((wi0
y ⊗ tji0), ..., (w

in
y ⊗ tjin)). (6)

III. TRUST ESTIMATION

The trustworthiness of an information source i is modeled
as the probability ti that the source does not manipulate
its subjective opinion while reporting about any proposition.
A trusted decision maker agent (agent 0) needs to gather
opinions from diverse sources. However, before using these
opinions during decision making, it may compare its opinion
to that of source i in order to generate an opinion about
the trustworthiness of source i, which is characterized by
a beta probability density [4], [9], [15]. The shape of the
beta distribution is determined by the amount of positive r0i
and negative s0i evidence that the decision maker collects
regarding the behavior of source i. For a given proposition,
the decision maker does not directly observe whether or not
source i is manipulating its opinions. In this section we
propose a principled method to update (r0i , s

0
i ) based upon the

consistency of the subjective opinions of the decision maker
with that of source i. Given the current evidence, the degree
of trust – i.e., t0i – is then computed as the expectation value
of the beta distribution (see (3)) so that

t0i =
r0i + 2a0i

r0i + s0i + 2
, (7)

where a0i is the base rate (i.e., a priori trust value), which
serves as a bias for or against the trustworthiness of the
source [3]. The following section introduces our approach for



deriving trust evidence for information sources and a method
to fuse the opinions about a given proposition in light of the
degree of trust for the sources.

A. Trust Evidence Derivation

Given that a source i is reporting an opinion of wi about
a proposition (i.e., x) is truthful (i.e., Ti), the distribution for
the probability (i.e., p) that the proposition is true is given by
the beta distribution 1

f(p|Ti, w
i) =

pr
i

(1− p)s
i

B(ri + 1, si + 1)
, (8)

where

B(x, y) =
Γ(x)Γ(y)

Γ(x+ y)

is the beta function, and (ri, si) is the reported evidence about
the proposition from source i (see Section II).

However, when the source is not truthful (i.e., T̄i), there
may or may not be any relationship between the reported
opinion and the evidence that the source i actually collected.
For now, we assume that an untruthful agent reports a random
opinion that does not favor any value for p. In other words, the
distribution for p given that the source’s report is untruthful is
uniform, i.e.,

f(p|T̄i, w
i) = 1. (9)

Given that p is known, the probability that decision maker
(agent 0) collected evidence (r0, s0) about the same proposi-
tion is given by the binomial distribution

f(r0, s0|p) =
(r0 + s0)!

r0!s0!
pr

0

(1− p)s
0

. (10)

In the case of this binomial distribution, the evidence consists
of non-negative integers. We extend the probability for any
subjective opinion by replacing the factorials with gamma
functions using the fact that Γ(r + 1) = r! for non-negative
integer r. Then, the probability that the decision maker has
direct opinion w0 is given by

f(w0|p) =
1

(r0 + s0 + 1)B(r0 + 1, s0 + 1)
pr

0

(1− p)s
0

.

(11)

The likelihood that source i is truthful is the probability
that the decision maker formed an opinion w0 conditioned on
a truthful source i reporting wi, i.e.,

l(Ti) = p(w0|Ti, w
i). (12)

This likelihood is easily calculated using the conditional prob-
ability of the observed opinion and the distribution of p given
the reported evidence

l(Ti) =

∫ 1

0

f(w0|p)f(p|Ti, w
i)dp. (13)

Using (8) and (11), this likelihood simplifies to

l(Ti) =
1

r0 + s0 + 1

B(r0 + ri + 1, s0 + si + 1)

B(r0 + 1, s0 + 1)B(ri + 1, si + 1)
.

(14)

1We assume that the baseline probabilities for the propositions are always
a = 0.5.

Similarly, the likelihood that the source i is untruthful is
computed using (9) and (11) in a similar manner, and this
likelihood is

l(T̄i) =
1

r0 + s0 + 1
. (15)

The decision maker can compute trust for the source i
over multiple rounds by comparing its observed opinion to
the opinion reported by the source. Each round can consist of
opinions for a different proposition as long as the observed
and reported opinions are about the same proposition. The
above model provides a rigorous method to compute the
likelihood that the source i is truthful or not given the reported
opinions from the sources and the observed opinions from the
decision maker. These likelihoods can be used to update a
beta reputation system for the source i by observing that the
likelihoods are equivalent to the partial observations considered
in [6]. The framework in [6] updates the Dirichlet parameters
when one observes the likelihood of the K mutually exclusive
values for a multinomial subjective opinion. Here, K = 2 and
the likelihoods are given by (14) and (15). For this case, the
likelihood ratio

Λi =
l(Ti)

l(T̄i)
=

B(r0 + ri + 1, s0 + si + 1)

B(r0 + 1, s0 + 1)B(ri + 1, si + 1)
(16)

uniquely determines whether or not the current evidence points
towards a truthful source i or not.

Given that the current trust evidence about source i is
(r0i , s

0
i ), then the decision maker models its uncertainty about

ti as the beta probability density with parameters

α1 = r0i + 2a0i , α2 = s0i + 2(1− a0i ). (17)

The consistency between the opinions w0 and wi about the
current proposition provide further indirect evidence about the
trustworthiness of source i . The subjective opinion for the
trustworthiness of source i can be updated using the likelihoods
that source i is truthful l1 = l(Tj) or not l2 = l(T̄j) in
providing its opinion wi about the current proposition. Since

f(ti, w
0|α, wi)

=





∑

h∈{Ti,T̄i}

f(w0|h,wi)prob(h|ti)



 fβ(ti|α),

the posterior distribution for tj is given by

f(ti|α, w0, wi) =
1

Z
(Λiti + (1− ti)) fβ(ti|α),

where Z is the partition function so that the posterior probabil-
ity density integrates to one. The updated subjective opinion
is formed from the parameters of the best beta distribution
approximation for the posterior. In [6], the moment matching
method is used to derive the update equations. In short, the
updated parameters are derived as

α+
1 = s

+m, α+
2 = s

+(1−m), (18)

where

m =
α1 +

α1Λi

Λiα1+α2

1 + α1 + α2
, (19)

s
+ = max

{

s
−,

2a0i
m

,
2(1− a0i )

1−m

}

, (20)



and

s
− =

1 + α1 + α2

1 + (2+α1+α2)Λi

(Λiα1+α2)(Λi+1+Λiα1+α2)

. (21)

Finally, the updated evidence is computed by removing the
prior

r0+i = α+
1 − 2a0i , s0+i = α+

2 − 2(1− a0i ), (22)

and the updated subjective opinion is computed by (1). The
maximum operation in (20) ensures that the updated belief and
disbelief never become negative.

Overall, using the proposed approach, a decision maker
can estimate the trustworthiness of information sources as
opinions about varying propositions are provided. For each
proposition, the decision maker uses its opinion w0 and that
of the i-th source to compute the trust likelihood ratio. Then,
the trust evidence for the i-th source is updated using this
likelihood ratio. The overall trust evidence derivation approach
is described by Algorithm 1.

Algorithm 1 Trust Evidence Derivation

Input: Set of subjective opinions from the decision maker and
Na different sources for a stream of propositions
Output: Trust evidence (r0i , s

0
i ) for the each source i

1) Set (r0i , s
0
i ) = (0, 0) for i = 1, . . . , Na.

2) For each proposition x

a) Get opinions wi
x for i = 0, . . . , Na.

b) Compute the likelihood ratio Λi for i = 1, . . . , Na via
(16).

c) Compute the update trust evidence (r0+i , s0+i ) for i =
1, . . . , Na via (17) - (22).

d) (r0i , s
0
i )← (r0+i , s0+i ) for i = 1, . . . , Na.

In Algorithm 1, the likelihood ratio determines how much
to update the beta parameters. When Λi ≫ 1 or Λi ≪ 1,
source i is truthful or untruthful, respectively. As seen in the
likelihood evidence update (see (17) - (22)), the corresponding
beta parameter is incremented by one. When Λi = 1, there is
no evidence favoring either hypothesis. In other words, the
evidence is vacuous. In this case, the beta parameters are not
updated.

When the subjective opinion about the current proposition
of the decision maker or source i is vacuous, i.e., (r0, s0)
or (ri, si) is (0, 0), then Λi = 1 and the beta update does
not change any parameters. As the uncertainty of one opinion
decreases, the Λi value becomes more sensitive to the expec-
tation probability of the other opinion. For fixed uncertainties,
Λi is maximum (and larger than one) when the expectation
probabilities of the two opinions are equal. As the expectation
probabilities differ, the value of Λi decreases.

In effect, when the decision maker is unable to form an
opinion about a proposition with good certainty, it only makes
slight updates to the beta reputation scores of the source. On
the other hand, it performs larger updates when it has a strong
opinion about a proposition.

B. Fusion of Opinions

In this subsection, we describe how we combine the
proposed trust evidence derivation method with fusion. In its

entirety, the combination of trust estimation and fusion is a
novel approach, which will be denoted simply as TED in the
remainder of the paper.

Given a set of opinions from information sources, TED first
computes trustworthiness of the information sources. For this
purpose, it uses the trust evidence derived using Algorithm 1
to compute trustworthiness of the sources. The computed trust
values are used to discount opinions if this value is at least
0.5; otherwise, the opinion is not used in the fusion. That
is, TED filters out the opinions from untrustworthy sources
during fusion; a source is considered untrustworthy if its
trustworthiness is less than 0.5. TED discounts opinions based
on the trustworthiness of their source using (4) and fuses these
discounted opinions using cumulative fusion operator of SL as
in Equation 5.

Algorithm 2 Discounted Fusion with TED

Input: Set of opinions W from sources
Output: Fused opinion w for the current proposition

1) w = (0, 0, 1)
2) For each wi ∈W

a) Compute t0i via (7) based on evidence derived using
Algorithm 1.

b) if t0i ≥ 0.5

w = ⊕(w,wi ⊗ t0i ) via (4) and (5).

3) return w.

IV. EVALUATION

In the trust literature, reputation systems are usually eval-
uated using a service selection scenario where service con-
sumers (e.g., buyers) select the best service providers (e.g.,
sellers) to maximize their utility. The opinions about the
service providers are formed by source (referral) agents. Many
of these approaches compare observations made directly by the
decision making agents about service providers to the opinions
given by the referral agents. Then, these trust values are used
to discount and fuse all the agents opinions about a particular
service provider. This section evaluates such methods by
comparing the expectation of the derived opinion in the trust
of each source to the ground truth probability that the source
will provide a truthful report.

All reputation systems must fuse the source opinions to
form a final opinion about each service provider for decision
making. This section also evaluates the end-to-end perfor-
mance of various reputations systems by comparing the fused
opinion for the various approaches at time step t based on
the absolute error between the fused opinion and the ground
truth. Let wf and wτ be the fused opinion and the ground
truth, respectively, at time t. Then, the absolute error of wf is
computed as the absolute value of the difference between its
expectation value and the expectation value of wτ :

error(wf |wτ ) = ∆(wτ , wf ) = |E(wτ , 0.5)− E(wf , 0.5)|

The efficacy of the various approaches to estimate trust and
form accurate opinions about the sellers are evaluated in the
following subsections.

A. Trust Estimation

The reputation systems that estimate the trustworthiness of
the source agents are evaluated in terms of trust estimation.



The two methods used for benchmarking trust estimation are
briefly described below.

• Threshold: The standard way to build evidence from per-
sonal observations is to update positive and negative evi-
dence evidence based upon the similarity of the personal
and source opinions about various propositions. Similar to
TED, the trust is computed using (7) based on the derived
evidence about sources. However, the evidence derivation
is performed using the approach described in [7]. That
is, given a proposition, expectation values of a personal
opinion and a source’s opinion about the same proposition
is compared. If the difference is smaller than 0.25, this
is taken as a positive evidence for the trustworthiness of
the source; on the other hand, if the difference is bigger
than 0.75, this is taken as a negative evidence [7].
• TRAVOS: This approach is a reputation system that esti-

mates the trustworthiness of inaccurate sources through a
binning method that measures the probability of accuracy
of a source [9]. Specifically, it tabulates the trustor agent’s
opinion whenever a reporting agent’s opinion fall under
a particular bin, and then it computes the probability that
the trustor agent’s opinion covers this bin. This estimated
probability of accuracy by TRAVOS serves as the second
baseline method.

For the trust estimation evaluation, we simulated 10 refer-
ral agents providing evidence sequentially about 500 service
providers. Each service provider is able to satisfy customers
with a probability of p, where p is randomly selected from
a uniform distributed over [0, 1]. Each referral agent forms
its subjective opinion about a service provided through N
transactions where N is a random integer selected uniformly
over [0, 10]. The decision making agent also forms an opinion
about each service provider in a similar manner. The 10 referral
agents communicate their subjective opinions to the decision
maker. The i-th referral agent modifies its opinion with prob-
ability p = (i− 1)/10, which represents the trustworthiness of
that source. These simulations considers two forms of opinion
manipulation: 1) random opinion and 2) lying by reversal of
belief and disbelief.

Figure 2 plots the expectation probabilities for the decision
maker’s opinion about the 10 referral agents as it collects
reported opinions about the service providers for the case that
manipulated reports are random. The dotted lines in Figure 2
represent the ground truth probabilities that a particular agent
manipulates its reported opinion. Clearly, TED provides a
consistent estimate that converges to the ground truth. The
thresholding and binning methods are not converging to the
ground truth, but they are consistent in that they preserve the
ordering of the ground truth. However, the thresholding method
is unable to capture a large dynamic range in the trust estimates
to affect the later discounting and fusion process. On the other
hand, TRAVOS is able to distinguish the highly trustworthy
agents from the untrustworthy ones. Finally, TED converges
faster than TRAVOS, which provide TED more flexibility in
situations when known agents leave the community and new
unknown agents appear.

Figure 3 plots the expectation probabilities for the decision
maker’s opinion about the 10 referral agents when the manipu-
lated reports represent the reversal of belief and disbelief. TED
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Fig. 2. Expectation of the 10 unreliable source trust opinions versus observa-
tions accumulated for random opinion manipulations: (a) TED, (b) TRAVOS,
and (c) Threshold.

no longer provides a consistent estimator for the probability of
an agent modifying its opinion about a service provider. This
is because the formulation of the likelihood assumes a random
opinion. Nevertheless, the average estimates from all methods
still rank the trustworthiness of the source agents in the proper
order. The thresholding estimates exhibit larger dynamic range
than the random case, but it is still much too small to provide
good discounting in the fusion stage. On the other hand, TED
exhibits a larger separation between the estimates for trustwor-
thy and untrustworthy sources than TRAVOS. Furthermore,
TED still converges faster than TRAVOS.

B. Fusion

All reputation systems must fuse the referred reputation
opinions of service providers from the source agents into a
final set of opinions for decision making. As stated earlier,
TED uses its estimated trust in the various source agents to
discount and then fuse via the cumulative fusion operator in
Subjective Logic to obtain the final subjective opinion for
each service provider. We compare TED’s final opinion against
other reputation methods that are briefly described below.
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Fig. 3. Expectation of the 10 unreliable source trust opinions versus observa-
tions accumulated for reversal opinion manipulations: (a) TED, (b) TRAVOS,
and (c) Threshold.

• Cumulative Fusion Only (⊕): Opinions are fused using
the Subjective Logic’s cumulative fusion operator in (6).
However, trustworthiness of information sources are not
considered before fusion, i.e., no discounting is performed
before fusion.
• Cumulative Fusion with Discounting (⊗⊕): Trust in the

source agents are estimated via the thresholding method.
Then, the source opinion are discounted and fused via
the Subjective Logic discounting and cumulative fusion
operators, respectively, to form the fused opinion.
• TRAVOS: TRAVOS [9] uses the binning method to

estimate the trustworthiness of each source as described
in the previous subsection. Then, each sources opinion
is discounted by using the method of moments to ap-
proximate a beta distribution from a weighted sum of
beta and uniform distributions, where the weight is the
trustworthiness of the source. Finally, these discounted
opinions are fused by the cumulative fusion operator.
• TRIBE: This is a recent fusion approach for trust-based

information fusion [7]. It uses the thresholding method
to estimate trust in the sources. Then, it uses Subjective

Logic to discount and fuse the source opinions. The
key feature of TRIBE is that is detects and resolves
conflicts in the discounted opinions via a nonlinear con-
strained optimization program. Since exact solution for
the problem is NP-complete, TRIBE is computationally
very expensive and does not scale well as the number of
opinions increase.
• Beta Reputation System (BRS): In the basic BRS, the

sources use direct evidence to form subjective opinion,
and the reported opinions are fused using the cumulative
fusion operator (i.e., by computing total positive and
negative evidence) as in (6). Whitby et al. extended
BRS to filter out unfair ratings (i.e., misleading opinions)
provided by the information sources. This approach filters
out those ratings that do not comply with the significant
majority of the ratings by using an iterated filtering
approach [11]. Hence, this approach assumes that the
majority of sources honestly share their opinions; liars
are in the minority.

We have conducted simulations to test our approach in
various settings for ratings of various service providers. Dur-
ing a simulation, an information consumer makes decisions
sequentially about 50 different service providers. At each
simulation, there is one information consumer who makes the
decision, in each time step t, about a new proposition xt for the
t-th service provider. For this purpose, the consumer requests
opinions about the given proposition from each information
source in a society of 20 information sources. The ground truth
about the proposition xt is represented as an opinion, which
is either (0.99, 0.01) or (0.01, 0.99), but it is hidden from the
information consumer and sources. Each source i can observe
only a set of N evidence about xt, where N is randomly
chosen between 3 and 10. Let the ground truth be (bτ , dτ ),
then an evidence is a positive evidence with probability bτ

and a negative evidence with probability dτ . Based on the
observed evidence, the sources compose their opinion about
xt using (1). An honest source shares its opinion with the
information consumer without any modification. However, if
the source is not honest (i.e., liar), it negates its genuine
opinion (by swapping belief and disbelief ) before sharing
it with the consumer. In this way, liars aim at providing
misleading opinions to the information consumer.

After collecting opinions about xt from the sources, the
consumer fuses them using one of the six approaches2 and
uses the fused opinion for decision making. At the end of
each time step (i.e., after fusion and decision-making), the
information consumer can also observe a set of evidence about
the proposition xt. The amount of observed evidence is also
selected randomly between 3 and 10, as described before.
Based on the evidence, the consumer generates its own opinion
wj about the proposition xt and uses this opinion only to derive
evidence about the trustworthiness of each information source
i.

The ratio of liars among the information sources is deter-
mined by the parameter Rliar ∈ {0.1, 0.2, . . . , 0.9}. To have
dynamism in our simulations, we make honest sources leave
the society with the probability 0.1 at the end of each time step.

2These approaches are referred to as (⊕), (⊗⊕), BRS, TRAVOS, TRIBE,
and TED in the figures showing our results.



On the other hand, liars leave the society with a probability
Pl ∈ {0.1, 0.2, . . . , 0.9, 1} at the end of each time step. When
an information source leaves the society, a new information
source of the same type joins to keep Rliar and the number
of sources unchanged. Therefore, Pl allows us to simulate
whitewashing attacks in Peer-to-Peer systems, where malicious
agents leave the society when their reputation decrease and join
back with new identities to whitewash their bad reputation and
abuse the system.

For each pair of Rliar and Pl values, 10 simulations are
conducted with different random number seeds. Therefore,
5400 simulations are run to test the six approaches with respect
to different Rliar and Pl values. Here, we present only the
average of our results, which are significant based on t-test
with a confidence interval of 0.95.

Figure 4 shows the resulting mean absolute error versus Pl

for the various reputation methods for various setting for the
ratio of liars Rliar . When Rliar = 0.2 (see Figure 4(a)), the
error is around 0.23 when only the cumulative fusion operator,
i.e., (⊕), is used and it does not change much as Pl is varied.
The error becomes 0.08 when Pl = 0.1 and increases to
0.13 as Pl increases if discounting is used before applying
the cumulative fusion operator, i.e., (⊗⊕). The error slightly
lowers further if TRAVOS is used instead of (⊗⊕). TRIBE
provides the best performance, i.e., the lowest mean absolute
error; the error does not go above 0.07 if TRIBE is used. The
performance of TED is only slightly worse than TRIBE in this
setting. On the other hand, for BRS, the error is almost stable
around 0.08 as Pl varies. Furthermore, when Rliar = 0.4
(see Figure 4(b)), the best performance belongs to TRIBE and
TED; these approaches exhibit about the same mean absolute
error around 0.08 and it does not change as Pl varies. In this
setting, without discounting, cumulative fusion leads to high
rate of error around 0.4. On the other hand, discounting before
cumulative fusion (⊗⊕) outperforms TRAVOS; also BRS and
TRAVOS have similar mean absolute error.

In the case of Rliar = 0.6, the error increases to 0.6 when
only cumulative fusion is used as shown by Figure 4(c). In this
setting, BRS achieves mean absolute error around 0.8. This is
due to the fact that BRS assumes that the majority of opinions
are truthful, which is not true in this setting. On the other hand,
TRAVOS now outperforms ⊗⊕. The mean absolute error of
TED is slightly better than that of TRIBE, which is around
0.1. In the case of Rliar = 0.8, the Figure 4(d) shows that the
error increases to 0.75 and 0.9 when cumulative fusion (⊕)
and BRS are used, respectively. The error of TRAVOS and
⊗⊕ also increases in this setting, but TRAVOS outperforms
⊗⊕. The error of TED does not exceed 0.1 in this setting
while that of TRIBE is around 0.15.

Overall, cumulative fusion alone is always poor. BRS is
only effective when the the number of liars is small. Otherwise,
the reputation system must estimate source trust using personal
subjective opinions about various propositions. TRAVOS is
usually more effective than simple discounting and fusion.
However, both methods are sensitive to Pl. On the other hand,
TED is able to maintain performance as Pl increases due to its
faster convergence in trust estimation. It usually outperforms
TRIBE; especially as the percentage of liars increase because
of its use of better trust estimation. This is an important
improvement especially when we consider that TED is a
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Fig. 4. Error between fused opinions and ground truth for various values of
Pl: (a) Rliar = 0.2, (b) Rliar = 0.4, (c) Rliar = 0.6, and (d) Rliar = 0.8.

polynomial-time algorithm while TRIBE is computationally
expensive [7].

V. RELATED WORK

Information fusion creates a product which is better at as-
sisting decision-makers than the individual information pieces
in isolation. This is because, a piece of information represents
a particular context whereas, the fusion of such pieces can
discuss the global context, thus providing better situational
awareness. However, information fusion is complicated due
to the uncertainties attached with the information. There are
multitude of ways to fuse and reason about such uncertain
information. In this regard, evidence theory (i.e., Dempster
Shafer theory (DST)) is a well-known mathematical framework
to represent and fuse information with uncertainty. There are



numerous operators to fuse information – Dempster’s rule,
Yager’s rule, and Inagaki’s combination operator, to name a
few [12]. However, an important property to observe in DST is
that information is assumed to be independent; this assumption
is, however, not a desired property for real-world applications
as some information could have been influenced (or inferred)
by other information.

It is important to note that the uncertainty in information
affects its reliability, accuracy, and so forth, thus, yielding the
need to model trust whilst fusing information. There is a wealth
of literature on models for computing trust and reputation –
especially in multiagent systems literature. These models use
direct and indirect evidence to model trust in agents. Direct
evidence is based on personal observations whilst indirect
evidence is obtained from third-party agents who serve as
sources. Jøsang and Ismail have proposed the beta reputation
system (BRS) to estimate the likelihood of a proposition using
beta probability density functions [4]. For this purpose, they
have used a mechanism which considers a beta distribution
with aggregated ratings of sources as its input parameters.
We note that the evidence shared by sources are equivalent to
binary opinions in Subjective Logic [3]. Whitby et al. extended
BRS to handle misleading opinions from malicious sources
using a majority-based algorithm [11], whereas, Teacy et al.
have proposed TRAVOS [9], which uses personal observations
about information sources to estimate their trustworthiness as
we do in this paper.

Yu and Singh have proposed a mechanism that handles
misleading indirect evidence using a weighted majority al-
gorithm [14]. In this algorithm, an initial weight of 1.0 is
assigned to each and every information source to represent the
trustworthiness of the source. The algorithm then makes pre-
dictions about the trustworthiness of a source by summing the
weighted indirect ratings provided by other sources regarding
the source under concern; the algorithm decreases the weight
of a source when encountered with an unsuccessful prediction.
The assumption here is that the ratings from dishonest sources
may conflict with the personal observations. By decreasing
the weights of these sources over time, misleading ratings are
filtered. Zhang and Cohen have proposed an approach that
measures the trustworthiness of an information sources utiliz-
ing two metrics [15], [16]: (1) private reputation calculated
by comparing the opinion of the source with the personal
observations; and (2) public reputation estimated by comparing
the opinion of the source and the opinions from other sources
about the same propositions.

In our earlier work, we have proposed TRIBE [7], which
allows efficient identification of conflicting opinions. These
conflicts are then resolved by trust revision using an approach
based on constraint optimization. Through simulations, we
have shown that the approach can indeed successfully handle
highly misleading information in challenging settings. The
simulations also show that the approach is robust in the face of
liars that whitewash bad evidence about their trustworthiness
by leaving and re-joining the society. In this paper, we have
shown that TED outperforms TRIBE especially when ratio of
liars in the society is high.

VI. CONCLUSIONS

In this paper, we proposed a principled approach for trust
evidence derivation. Based on this approach, we introduce a

novel method for trust-based fusion of subjective opinions –
TED. Through various simulations, we have shown that our
approach outperforms existing state-of-the-art approaches for
trust-based information fusion. In this work, we have used
cumulative fusion operator of Subjective Logic for fusion [2].
This operator provided us a method for combining possibly
conflicting beliefs within the Dempster-Shafer belief theory,
and represents an alternative to the traditional Dempster’s rule.

In future, we want to experiment with other fusion oper-
ators, especially in combination with the deduction operator
when inferences are made with opinions. Also, in this work, we
only considered binary frames – hence the focus on binomial
opinions – but in the future we plan to extend our approach
to consider multinomial opinions so that we can accommodate
large frames of reference.
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